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Changes from Version 3.1.1

Simplified all the code samples thatuBeramSetv() to set a kernel
parameter of typ@Udeviceptr  sinceCUdeviceptr  is how of same size and
alignment agoid* , so there is nlmnger any need to go through an
interneditat@oid* variable.

Added Sectio.2.4.1.4n 16bit floatingpoint textures.

Added Sectio.2.4.4n read/writecoherencyor texture and surface memory
Added more details about surface memory access to S2cfiénh

Added nore detadsto Sectior8.2.6.5

Mentioned new stream synchronization funetiggstream Synchronize ()

in Sectior8.2.6.5.2

Mentioned in Sectio®s2.7.23.3.10.2and4.3the new API calls to deal with
devices using NVIDIA SLI in AFR mode.

Added Section3.2.9and3.3.12about the call stack.

Changed the type of thitch variable in the second code sample of
Sectiorn3.3.4from unsigned int tosize_t following the function
signature change @fMemAllocPitch () .

Changed the type of thgtes variable in the last code sample of SeBtia
from unsigned int tosize_t following thefunction signature change of
cuModuleGetGlobal()

RemoveduParamSetTexRef()  from Sectior8.3.7as it is ndonger
necessary.

Updated Sectiob.2.3Table5-1, and Sectio.4.1for devices of compute
capability 2.1.

AddedGeForce GTX 480M, GeForce GTX 470M, GeForce GTX 460M,
GeForce GTX 445M, GeFor¢gTX 435M, GeForce GTX 425M,
GeForceGTX 420M, GeForce GTX 415M@eForce G X 460,
GeForceGTS450,GeForce GTX 468uadro 2000Quadro 600,
Quadro4000, Quadr6000Quadro5000M and Quadro 6000 TableA-1.
Fixed sample code in SectibA.3array[] was declared as an arraghaf
causing a doaignd | me menry oacd@edsses not
castingarray to a pointer of higher alignment requirement; declaring
array[] as an array dibat fixes it.

Mentioned in Sectidd.11thatany atomioperatiorcan be implenméed based
on atomic Compare And Swap.

Added SectioB.150n the newnalloc() andfree() devi@ functions.
Moved the type casting functions to a separate ¥2@idn

Fixed the maximutmeightof a2D texture referender devices of compute
capability 2.¢65535nstead 065536 in Sectiors. 1

Fixed the maximum dimensions for surfaference in Sectios.1
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Mentioned the new
cuda Thread SetCacheConfig() /cuCtx SetCacheConfig()  API calls in

SectionG.4.1

Mentioned in Sectid@.4.2that global memory accesses that are cached in L2
only are serviced with-Bgte memory transactions.
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Chapter 1.
Introduction

1.1 From GraphicsProcessingto
GeneralPurpose Parallel @mputing

Driven by the insatiable market demand for realtimegdiigiition 3D graphics,
the programmabler@phicProcessotnit or GPUhas evolved into a highly
parallel, multithreaded, myaore processor with tremendous coatjartal
horsepoweandvery high memory bandwidth, as illusirbyg=igurel-1.

B
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Figure 1-1. Floating-Point Operations per Secondand
Memory Bandwidth for the CPU and GPU
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Chapter 1. Introduction

The reason behind the discrepancy in floptitg capability between the CPU and
the GPUisthat the GPU ispecialized fawomputeintensie, highly parallel
computatiord exactly Wwat graphics rendeg is aboud and tlereforedesigned

such thamore transistoraredevoted to data processing rather than data caching
and flow contrglas schematically illustratedFigyirel-2.

A
[T T ITTTITTTIT]
AR EEEEEEEEEEEEEEE
[T T ITTTITTTIT]
[T T ITTTITTTIT]
[T T ITTTITTTIT]
[T I T TITTTITTTTIT]
CPU GPU

Figure 1-2. The GPU Devotes More Transistors to Data
Processing

More specifically, the GPU is especiallyswigéid to address problems that can be
expressed as dguarallel computatiosthe sameprogramis executed on many

data elements paralleb with high arithmetic intensibythe ratio of arithmetic
operations to memory operations. Becausamnmsograms executed for each

data element, there i@er requirement for sophisticated flow coydrad

because it is executed on ndatg elements and has high arithmetic intensity, the
memory access latency can be hidden with calculations instead of big data caches

Dataparallel processing maps data elements to parallel processing threads. Many
applications that process large dasaca@a use a dgparallel programming model

to speed up the computatiols3D renderinglarge sets of pixels and vertices are
mapped to parallel threads. Similarly, image and media processing applications such
as posprocessing of rendered image®o/iehcoding and decoding, image scaling,
stereo vision, and pattern recognition can map image blocks and pixels to parallel
processing threads. In fact, many algorithms outside the field of image rendering
and processing are accelerated bypded#iel ppcessing, from general signal

processing or physics simulation to computational finance or computational biology.

1.2 CUDA: : a General-Purpose Parallel
Computing Architecture

In November 2006, NVIDIA introduceé@UDAE , a general purpose parallel
compuing archtectured with a new parallel programming modeliastduction
set achitectured that leverages the parallel compute engine in NVEPI4sto
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solve many complex computational problemsinra efficient way than on a
CPU.

CUDA comes with a software exaviment that allows developers to use C as a
highlevel programming language. As illustrat€aybyel-3, ather laaguages or
application programming interfaces are supported, such as CUDA FORTRAN,
OpenCL, and DirectCompute.

GPU Computing Applications

CUDA Fortran

NVIDIA GPU
with the CUDA Parallel Computing Architecture

Figure 1-3. CUDA isDesigned to Support Various Languages
or Application Programming Interfaces

1.3 A Scalable Programming Model

The advent of multicore CPUs and manycore Gidass that mainstream

processor chipsre now parallsiystemd-urthermore, their parallelism continues
toscalevi t h Mooreds | aw. The challenge is
transparently scales its paralldiistaverage the increasing number of processor
coresmuch as 3D grapts applications transparently sitedie parallelism to

manycore GPUs with widely varyignbers of cores.

The CUDA parallel programming model is designed to overcome this challenge
while maintaining a low learning curve for programmers familiar mdtircta
programming languages such as C.

At its cre are three key abstractidmashierarchgf thread groups, shared
memories, and barrier synchronizaditimt are simply exposed to the programmer
as a minimal set of language extensions.

These abstractis provide fiegrained data parallelism and thread parallelism,
nested within coarggained data parallelism ek parallelism. Thguide the
programmeto partition the problem into coarsegubblems thatan be solved
independently in paralsiblocks of threadsndeach suiprobleminto finer
pieces that can be solved cooperatively in payadiéthreads within the block
Thisdecomposition preserves language expressivity by allowing threads to
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cooperate when solving eachprudblem, andt the same time enaldegsomatic
scalability. Indeedaehblock of threadsan be scheduled on any of the available
processor cores any order, concurrently or sequentsallyhata compiled

CUDA program can execute on any number of processoasdltestrated by
Figurel-4, and only the runtime system needs to know the physical processor
count.

This scalable programming model allows the CUDA architecdpesnta wide

market range by simply scaling the number of porsesd memory partitions:

from the highperformance enthusiast GeForce G&tH professional Quadro and
Tesla computing products to a variety of inexpensive, mainstream GeForce GPUs
(seeAppendix Afor a list of all CUDAenatled GPUS).

Multithreaded CUDA Program

\ 4 \ 4
GPU with 2 Cores GPU with 4 Cores

Core 0 Core 1 Core 0 Core 1 Core 2 Core 3

v

A multithreaded program is partitioned into blocks of threads that execute independently from each
other, so that a GPUwith more cores will automatically execute the program in less time than a GPU
with fewer cores.

Figure 1-4. Automatic Scalability

e
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1.4 Document 6s Structure

This document is organized into the following chapters:

Chapter Isa general introduction to CUDA.

Chapter dutlinesthe CUDA programming model.

Chapter lescribes the programming interface.

Chapter 4lescribethe hardwarémplementation.

Chapter Hjivessome guidance on how to achieve maximum performance.
Appendix Alists all CUDAenabled devices.

Appendix Bsa detailed description of all extensions to the C language.
Appendix dists the mathematidahctions supported in CUDA.
Appendix Dlists the C++ constructs supported in device code.
Appendix Hists the specific keywords and directives supporteddy
Appendix Fgives more details on texture fetching.

Appendix Ggiveghe technical specifications of various de\asesell as
more architectural details
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Programming Model

This chapteintroducesghe main conceptsehindthe CUDA programming model
by outlining how they are exposed i@ extensive description 6fJDA Cis
givenm Sectior8.2

Full code for the vector addition example used in this chapter apgtto@n be
found in thevectorAd®DK code sample.

2.1 Kernels

CUDA Cextends C by allowing the programmer to define C functions, called
kernelshat, when called, are executed N times in parallel by N d@lgipit
threadas opposed to only once likgutar C functions.

A kernel is defined usirfiet _global__  declaration specifiand the number of
CUDA threadshat execute that kernel for a given kernescgiecified using a
new<<<é>>> execution configusgtiva(see Appendi®.16. Eachthread that
execute thekernel is given a unigtineead IEhat is accessible within the kernel
through the builin threadldx  variable.

As an illustration, the following sample code adds two veaadB of sizeN
and storeshe result into vectd:

/I Kernel definition

__global__  void VecAdd(float *A, float *B, float *C)
{
int i= threadldx .x;
C[i] = Ali] + BIi;
}
int  main()
{
/I Kernel invocation with N threads

VecAdd<<<1, N >>>(A, B, C);
}
Here, ad of theN threads that executecAdd() performs one paivise
addition
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2.2

Thread Hierarchy

For conveniencéyreadldx is a 3component vector, so thtreads can be
identified using onedimensionatwo-dimensionabr threedimensionahread
indexforming a onelimensionatwo-dimensional, or thre#imensionahread
blockThis provides a natural way to invoke computation across the elements in a
domain such as a vector, matrix;anme

The index of a thread and its thread ID relate to eadhirothstraightforward
way: For a onrdimensional block, they are the same; for-dimensional block
of size(Dx, Dy), the thread ID of a thread of indexy)is (x + yDy); for a three
dimensional block of si@e, Dy, D,), the thread ID of a thread index(x, y, z)s
(x +y D+ z D« Dy).

As an example, the following code adds two makrimedB of sizeNxN and
stores the result into mat@x

/I Kernel definition

__global__ void MatAdd(float A[N]J[N] , float B[N][N]
float  C[N][N])
{
int i= threadldx .x;
int j= threadldx .y;

CLI0T = ALI0T + BLIOT:
int  main()

/I Kernel invocation with one block of N * N * 1 threads

int numBlocks = 1;

dim3 threadsPer Block(N, N);

MatAdd <<<numBlock s, threadsPer Block >>>(A, B, C);
}
There is a limit to the number of threads per block,allnbeeads of a block are
expected to reside on the same processor core and must share the limited memory
resources of that core. On current GPUs, a threadrbfgckontain up tb024
threads.

However, a kernel can be executed by multiple eshegdd thread blocks, so that
the total number of threads is equal to the number of threads per block times the
number of blocks.

Blocks are organized into a-agiimensioal ortwo-dimensionadjridof thread

blocks as illustrated Bigure2-1. The number of thread blocks in a grid is usually
dictated by the size of the data being processed or the number of processors in the
system, which it canegitly exceed.
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Grid

Block (0, 0) Block (1, 0) Block (2, 0)

I T

Block (0,1)-"| Block (1,1) Block (2,1)

R

’ Block (1, 1) \

Figure 2-1. Grid of Thread Blocks

The number of threads per block and the number of blocks per grid specified in the
<<<é>>> syntax can be of type ordim3. Two-dimensional blocks or grids can
be specified as in the example above.

Each block within the grid canidentifiedby a onedimensional awo-
dimensionahdexaccessible within the kernel through the-inblbck Idx

variable. The dimension of theegdd block is accessible within the kernel through
the builtin blockDim variable.

Extending the previowgatAdd () example to handle multiple blocks, the code
becomes as follows.

/I Kernel definition
__global__ void MatAdd(float  A[N][N], float  B[N][N],
float  C[N][N])

{
int i= Dblockldx .x* blockDim .x+ threadldx .x;
int j= blockldx .y* blockDim .y+ threadldx .y;
if (i<N&&j<N)

C[il0l = AlI0 + B

e
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2.3

10

int  main()

/I Kernel invocation

dim 3 threadsPerBlock (16, 16);

dim3 numBlocks(N / threadsPerBlock .x, N/ threadsPerBlock .y);
MatAdd <<<numBlocks , threadsPerBlock >>>(A, B, C);

}

A thread block size of 16x16 (256 threads), although arbitrary in this case, is a
common choice. The gridciseated with enough blocks to have one thread per
matrix element as before. For simplicity, this example assumes that the number of
threads per grid in each dimension is evenly divisible by the number of threads per
block in that dimension, although thetd not be the case.

Thread blocks are required to execute independently: It must be possible to execute
them in any order, in parallel or in series. This independence requirement allows
thread blocks to be scheduled in any order across any number af dhustrated

by Figurel-4, enabling programmers to write code that scales with the number of
cores.

Threads within a block can cooperate by sharing data througthamdememory
andby synchronizing their execution to caoate memory accesddsre
precisely, one can specify synchronization points in the kernel by calling the
__syncthreads() intrinsic function; _syncthreads() acts as a barrier at
which all threads in the block must wait beforésatipwed to proceed.
Section3.2.2gives an example of using shared memory.

For efficient cooperatiotheshared memory is expected to be ddtemcy
memory near each peassor coraxuch like an L1 cadhend__syncthreads()
is expected to behtweight

Memory Hierarchy

CUDA threads may access data from multiple memory spaces during their
executioras illustrated yigure2-2. Each thread hasivate locainemory. Each
thread block hashared memory visible to alketias of the blocknd withthe

same lifetime as the bloél.threads have access to the same global memory.

There are also two additional reaty memory spaces accessible by all thtkads
constant and texture memory spatks global, constant, aedture memory
spaces are optimized for different memory usages (see S&fdis3.2.4and
5.3.2.5 Texture memory also offers different addressing moded, &s data
filtering, for some specific data formats (see S8ctign

The global, constant, and texture memory spaces are persistent across kernel
launches by the same application.
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Thr ead

P _ Per-thread local
N " memory

Thread Block

i

Per-block shared
memory

AAAA
VVYVY

Grid 0

Block (0, 0) Block (1, 0) Block (2, 0)

Block (0, 1) Block (1, 1) Block (2, 1)

Grid 1
Global memory
Block (0, 0) Block (1, 0)
Block (0, 1) Block (1, 1)
Block (0, 2) Block (1, 2)

)

Figure 2-2. Memory Hierarchy

2.4 Heterogeneous Programming

As illustrated blfigure2-3, the CUDA programming modaksumes that the
CUDA threads execute on a physically sepkatiat operads as a coprocessor
to thehostunning the C progranhis is the case, for example, wherkernels
execute on a GPU atiterest of theC program executes on a CPU.
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The CUDA programming modelso assumes thaith the host and the device
maintain theiownseparate memory spaceBRAM, referred to alsost memanyl
device memespectivelfi.herefore, a program manages the global, constant, and
texture memory spaces visible to kernels through calls to the CUDA runtime
(describechiChapter B This includedevice memory allocation and deallocason
well aglata transfer between host and device memory.
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